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The promise and challenge of Hadoop

Hadoop provides a scalable, cost-effective and flexible framework to integrate and 
enable the analysis of the vast amounts of unstructured and semi-structured data 
available within many organisations.

With up to 80 percent of corporate data existing in unstructured formats in some 
organisations, Hadoop offers a proven route to vastly expanding the power of an 
organisation’s data analysis.

Hadoop is an open source data processing technology that takes advantage of large 
clusters of industry-standard servers to create a single, reliable and highly extensible 
environment capable of storing and managing petabytes of information.

But conventional implementations of Hadoop come with a cost: Hadoop places a 
number of challenges on its compute infrastructure, notably on CPU performance 
and I/O and storage throughput. Using existing legacy infrastructure for a Hadoop 
deployment may significantly limit potential performance.

For this reason, as well as the inherent complexity of installing, tuning and operating 
Hadoop, this paper recommends that wherever possible modern server, storage and 
networking infrastructure be provisioned for the purpose, and that a distribution 
be selected that is designed both to simplify the management and optimise the 
performance of this investment.
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Typical Hadoop implementations can add cost and complexity 

Hadoop enables distributed processing of very large data sets across clusters 
of industry-standard servers. It can scale from a single server to thousands of 
machines. The end result is a single environment built on top of multitudes of 
individual processors, able to access hundreds or thousands of data storage devices, 
that can analyse disparate and heterogeneous data drawn from any number of 
sources and data types.

However, to say that Hadoop can be deployed on industry-standard servers is not 
the same thing as saying that it will run efficiently on just any hardware that might 
be to hand. Utilising existing infrastructure for a Hadoop deployment could well limit 
its performance and efficiency, and ultimately constrain the range and timeliness of 
results derived from a Hadoop implementation. 

“To say that Hadoop can be 
deployed on industry-standard 
servers is not the same thing as 
saying that it will run efficiently  
on just any hardware that might  
be to hand”

This is because for the hardware platform, the distributed compute model can pose 
a number of challenges.

Hadoop can demand massive levels of parallel processing, with each processor 
having to deal with very high numbers of multi-threaded operations. With older 
processor systems this can affect performance, ultimately causing long lead times 
for analysis and reporting.

Hadoop also makes use of highly distributed data storage. As a result, storage I/O 
can present a significant challenge in Hadoop installations built on legacy or previous 
generation technology platforms. Storage I/O latencies can also create bottlenecks 
in processing results and queries.

As a highly distributed environment, potentially spanning thousands of processors 
and storage devices, Hadoop is crucially dependent on network speeds between each 
distributed processor. Slow networking speeds can reduce the performance of the 
overall Hadoop environment significantly.

Compared to modern high-performance technologies incorporated in the latest 
generation of servers and networking systems, choosing older platform technologies 
to build Hadoop installations can significantly drive up the cost of running Hadoop, 
and reduce both the business financial and operational returns from investment.

While the core software may be free to download, a production Hadoop installation 
requires significant input in terms of time and skills. It may be tempting to bring 
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aging hardware back into service for the purpose, but for a deployment of any scale 
this is likely to be a false economy.

Modern technology platforms are much more able to cope with the demands placed 
on them by Hadoop, resulting in significant performance improvements.

By incorporating new technologies to deliver superior multi-threaded and single-
threaded processing, and dynamic boosting of processing across multiple cores, the 
latest generation of processors can deliver up to 50 percent higher performance than 
the previous generation.

Improvements in storage I/O performance, increasing availability of cost-competitive 
solid state drive devices and use of cache acceleration software can all offer further 
performance improvements in the Hadoop environment. Using SSD technologies 
together with cache acceleration software can on its own deliver improvements of  
80 percent for some Hadoop workloads.

Advances in networking technology are also driving down costs and delivering 
further improvements to Hadoop processing. With 10 Gigabit Ethernet now available 
at a cost per gigabit bandwidth less than 1 GbE networking, it not only makes it 
financially a logical case, but also can improve overall Hadoop data export and 
processing times by up to 80 percent.

The volume, complexity and heterogeneity of the data that can analysed is also 
greatly increased, and the timeliness of reporting significantly improved. The bottom 
line is that business units can achieve more accurate results from a greater range of 
data, within time-scales that make Hadoop processing practical for many different 
types of business decision-making.

The importance of infrastructure
To exploit to the full the potential of Hadoop to manage and analyse the largest Big 
Data sets to provide both deep and timely results, organisations need to implement 
the latest generation of industry-standard server systems, optimised for the 
requirements of Hadoop Big Data processing. The choice of Hadoop distribution is 
important too. 

“Exploiting Big Data fully requires 
the latest hardware and software, 
working in tandem”

Although the core stack of Hadoop software is readily available from a number of 
distributions, it should be noted that not all have been optimised for the underlying 
infrastructure. As we have seen the choice of processors, networking and storage can 
make a big difference in the way that Hadoop performs, and, in particular, for large 
scale or business-dependent applications, selecting a distribution that has been 
fine-tuned to get the best out of modern hardware will enable an organisation to get 
the most out of its investment.
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Building on optimisations to the open source software stack to exploit fully 
advances in the latest processors, 10GbE networking and SSD storage utilised 
in latest generation servers, provides a significant step forward in Hadoop 
performance, manageability and cost, and lowering the barriers to Hadoop  
adoption.

“An optimised installation of 
Hadoop will result not only in a 
higher performance installation, 
but will save significantly in 
hardware, space and energy costs.”

An optimised installation of Hadoop will result not only in a higher performance 
installation, but will save significantly in hardware, space and energy costs.

 Hadoop has dozens of performance relevant configuration parameters that can 
affect the speed of queries and reporting. Ensuring that each of these parameters 
has been set to ensure optimum performance for each application sitting on top of 
Hadoop can be extremely challenging, especially at scale. However, distributions that 
have been designed in tandem with the underlying hardware remove many of these 
steps, by incorporating software that automates the task of tuning. Automated 
tuning can improve performance significantly and reduce latency. 
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Hadoop needs to be simple to deploy

While Hadoop itself and many Hadoop distributions are free, the full costs of 
deploying it are liable to be underestimated. 

“The full costs of deploying  
Hadoop are liable to be 
underestimated”

This is because Hadoop clusters – the collections of commodity servers across which 
data is distributed - can be complex to deploy and difficult to manage. The software 
stack requires Linux, Java, and sometimes a hypervisor on each server node. Hadoop 
is a kernel of several software components comprising the platform that are 
installed and configured separately. 

All this can drive up the cost of Hadoop, and reduce time-to-value and ROI on 
Hadoop investments.

Organisations need technologies, configurations and methodologies that simplify 
the implementation and management of Hadoop. Fortunately tools are now 
becoming available that ease the burden on the IT team.

Automated Hadoop management software can reduce the time and complexity of 
Hadoop deployments by providing a console-based front end that gives visibility 
over the whole system, making operational and administrative tasks such as 
authentication, cluster management and tracking the utilisation of resources much 
simpler. Tasks that previously had to be performed manually, such as performance 
tuning are now automated. Such management consoles not only reduce the time 
and cost of Hadoop deployment, but typically achieve significant performance 
optimisation...

In the complex environment of a typical production-scale set-up, keeping Hadoop 
fully tuned can also be a challenge. Once launched into a production environment, 
Hadoop implementations typically evolve and change very rapidly. Automated 
Hadoop management software can carry out comprehensive system-wide 
monitoring and logging, as well as proactive health checks across a Hadoop cluster, 
ensuring on-going performance optimisation and systems tuning.
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Delivering on the promise of Hadoop

An industry-standard enterprise-class Hadoop stack with high-performance 
compute and I/O would open up new applications, especially in areas such as 
finance, healthcare and security.

Such is the rapidly evolving nature of Big Data that non-optimal, last-generation 
server system and management technologies will limit the ability to scale with 
increasing data demands, resulting in non-optimal solutions and reducing the value 
that can be obtained from the data in a timely fashion. 

Organisations should recognise Big Data as part of their enterprise computing 
landscape, and look for fully optimised and supported solutions from mainstream 
business application and technology providers, and look to optimise and integrate 
Hadoop fully with their existing business applications computing infrastructure.
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About the sponsor, Intel

The Intel Distribution for Apache Hadoop software is the only distribution built from 
silicon up to enable the widest range of data analysis on Apache Hadoop. It is the 
first with hardware-enhanced performance and security capabilities. It is the only 
open source platform for big data with support from a Fortune 100 company. Intel  
is committed to developing a platform on which the entire ecosystem can build  
next-generation analytics solutions.

Contact Intel
Visit: http://hadoop.intel.com

 http://intel.co.uk/bigdata 

http://hadoop.intel.com
http://intel.co.uk/bigdata

