
Splunk Operator for Kubernetes, powered by 3rd Generation Intel® Xeon® Scalable 
processors, brings cloud-native services and faster answers to an organization’s 
biggest data challenges

Deliver Insights Faster with 
Intel® Select Solutions for Containerized Splunk

Executive Summary
The Splunk Data-to-Everything Platform built in an optimized environment 
delivers scalable, high-performance data analytics. Combining the industry-leading 
Splunk product set with a reference design that includes Intel® technologies helps 
organizations accelerate and scale their Splunk on-premises or hybrid private/public 
cloud deployments, transforming raw data into operational, business, and security 
intelligence and insights.

The power of Splunk lies in its ability to handle any structure, any source, or 
any time scale of data. Organizations can bring the data together to investigate, 
monitor, analyze, and act on it across a myriad of use cases. The resulting insights 
can help them identify security threats, optimize application performance, 
understand customer behavior, and more. As with any data center workload, 
optimal efficiency is the goal. Splunk efficiency can be measured by low search 
runtimes, high data ingestion rates, and high numbers of concurrent searches. 
To increase ease of deployment and manageability and achieve better resource 
utilization, containerized Splunk deployments are becoming more common. 

Intel® Select Solutions are developed from Intel’s experience with industry solution 
providers and software vendors, in addition to extensive collaboration with leading data 
center service providers. Splunk and Intel worked together to benchmark containerized 
Splunk workloads using 3rd Generation Intel® Xeon® Scalable processors, which feature 
hardware enhancements that benefit Splunk workloads. With the latest Intel Xeon 
Scalable processors, Splunk can take advantage of larger and better-performing core 
counts, increased memory performance and capacity, and more and faster I/O with PCI 
Express 4. Testing of container-based scalability revealed that both indexing and search 
performance scale linearly, up to 4.8x and 5.1x, respectively, as more indexers or search 
heads are added.1 Tests also showed that Splunk configurations with the latest Intel® 
processors consistently out-perform configurations based on previous-generation 
Intel processors, whether the tests are run in containers or on bare metal.1
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Solution Brief
Business Challenge
A significant amount of event and machine data is generated 
by applications, the OS, the network, security software, client 
devices, IoT devices, and other technologies. Monitoring and 
analyzing machine data can help organizations solve many 
problems like analyzing web traffic, understanding customer 
behavior, streamlining financial analysis, improving customer 
experience, and more.

But machine data is complex, and most companies collect 
more data than they can integrate or use in decision making; 
this underutilized data is often called dark data. A Mordor 
Intelligence study reveals that the dark data analytics market 
is expected to realize 21.7 percent compounded annual 
growth from 2021 through 2026.2 This means IT has huge 
blind spots that are only getting bigger.

Splunk Enterprise can help solve the dark data challenge by 
enabling enterprises to investigate machine and event data in 
its raw form; monitor it as it streams through the IT, security, 
and IoT business systems; analyze trends; and take action. But 
as with any technology, efficiency is paramount to maximizing 
total cost of ownership and return on investment. Efficiently 
deploying Splunk Enterprise requires understanding the 
characteristics of a Splunk workload and how the components 
of Splunk work together. Some workloads require more 
indexing of data, other workloads focus on running searches.

Without understanding the workload and then configuring 
Splunk infrastructure specifically for that workload, organizations 
may struggle to obtain maximum performance and scalability 
from Splunk—meaning it’s more difficult to obtain timely 
analyses of their enormous and fast-growing data volumes.

Solution Value
Intel Select Solutions for Splunk quickly deliver business 
insights by enabling organizations to collect data, develop 
data models, and generate dashboards. Splunk Enterprise 
releases event and machine data from its silos and doesn’t 
require the data to be formatted before asking questions. 
Splunk Enterprise running on Intel® technology can play 
a transformational role when dealing with dark data. Intel 
and Splunk have worked together to determine the best 
Intel® architecture-based infrastructure for various Splunk 
workloads. Here are some of the benefits of running Splunk 
on Intel architecture:

• Fast insights. Splunk provides real-time insights across the 
application development cycle and allows organizations to 
add new use cases by quickly deploying new indexers and 
search heads. Simplify the data-harnessing process with 
3rd Generation Intel® Xeon® Scalable processors for Splunk 
deployments and use the new Intel® Crypto Acceleration 
to improve secure communications performance between 
Splunk indexers, forwarders, and search heads.

Solution Benefits
• Cloud-native services using Splunk Operator for 

Kubernetes simplify deployment and management 
of Splunk platforms.

• Boost indexer data ingest and search performance 
by 4.8x and 5.1x, respectively, with more indexers 
and search heads per host using Splunk Operator 
for Kubernetes.3

• Achieve faster data indexing and search performance 
with 3rd Gen Intel® Xeon® Scalable processors, compared 
to previous-generation Intel Xeon Scalable processors. 

• Easy deployment and management. Splunk’s fully 
managed platform-as-a-service (PaaS) solution enables 
organizations to focus on their business and not on their 
infrastructure. Splunk Operator for Kubernetes makes 
it easy to deploy Splunk Enterprise on the Kubernetes 
platform. Scale without barriers, automate workflows, 
and streamline management of Splunk deployments.

• Low costs. Disaggregating compute and storage can help 
shrink infrastructure footprint and significantly lower TCO. 
Compute and storage can scale independently as future 
demands dictate. Disaggregation prevents underutilization 
of resources and allows more flexibility when upgrading the 
infrastructure components of a Splunk platform. 

• Efficient storage. Use Splunk SmartStore to efficiently 
balance hot cache and S3 object storage for exabyte-scale 
cold data. SmartStore uses a remote storage tier and a 
cache manager, which enables data to reside either locally 
on indexers or on the remote storage tier, potentially 
reducing local storage costs.

The combination of Splunk and Intel technologies provides a 
feature-rich, high-performance, and future-ready solution that 
can scale well beyond most needs. Bringing Kubernetes into 
the mix enables the rich functionality that Splunk Enterprise 
offers with the user-friendliness and production-readiness of 
container-native software. According to industry analyst firm 
Gartner, by 2025, more than 85 percent of global organizations 
will be running containerized applications in production, which 
is a significant increase from fewer than 35 percent in 2019.4

Speed and quality of information are the two most important 
elements of a data analytics solution, and running your Splunk 
deployment in an optimized environment provides both. The 
bottom line? You can index more data, reduce search times, 
and increase the number of concurrent searches with Intel 
architecture-based Splunk deployments.5
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Solution Architecture Highlights
Intel Select Solutions for Splunk can be deployed on-premises, 
as a service, through a managed cloud, or in a hybrid cloud 
environment. Splunk software can connect to and receive data 
from devices, applications, and other data sources, whether 
they are on-premises, in the public cloud, or accessible through 
a hybrid cloud.

Architects and engineers from Splunk and Intel worked 
together to develop a reference configuration to benchmark 
its performance and scalability. These recommendations can 
help organizations scale their Splunk deployments and get 
optimal performance for different use cases easily.

Although the benchmark testing was limited to Splunk Enterprise, 
the software suite can be expanded through the use of 
additional Splunk products and third-party applications. 
In fact, over 1,000 apps and add-ons are available from 
Splunk, its partners, and the broader Splunk community 
through SplunkBase. You can browse by category (such as 
DevOps, Utilities, or Security) or by technology.

The reference configuration for the Splunk Data-to-Everything 
Platform (Figure 1) incorporates the following Intel technologies: 
3rd Gen Intel Xeon Scalable processors offer performance 
and workload optimizations for data analytics; NVMe-based 
Intel® SSDs provide fast I/O; and Intel® Ethernet products 
provide a wide range of connectivity options.

Splunk Operator for Kubernetes 

Indexers Search Heads

Validated Server Hardware

3rd Gen Intel® Xeon®
Scalable Processor

Intel® Ethernet 
Products

NVMe-based 
NAND SSDs

Intel® Optane™ 
SSDs

Enterprise

Figure 1. The containerized Intel® Select Solutions for Splunk 
architecture incorporates several Intel® technologies.

What Are Intel® Select Solutions?
Intel® Select Solutions are predefined, workload-
optimized solutions designed to minimize the challenges 
of infrastructure evaluation and deployment. These 
solutions are validated by OEM/ODMs, certified by 
ISVs, and verified by Intel.

All Intel Select Solutions are a tailored combination 
of Intel® data center compute, memory, storage, and 
network technologies that deliver predictable, trusted, 
and compelling performance. Each solution offers 
assurance that the workload will work as expected, if 
not better, which can save individual businesses from 
investing the resources that might otherwise be used to 
evaluate, select, and purchase the hardware components 
to gain that assurance themselves.

A Closer Look at Splunk Enterprise
Splunk Enterprise software brings a new value proposition to 
the field of data collection and analytics. Traditional extract, 
transform, and load (ETL) systems require all the data to be 
structured before insights can be gleaned from it, slowing 
down the analytics process. But Splunk Enterprise uses an 
extract, load, and transform (ELT) platform that supports 
schema-on-demand, which allows data to be ingested first 
and structured to be imposed on the data later. With Splunk 
Enterprise, new raw data sources can be added at any time.6

From each data source, Splunk Enterprise indexes the data 
stream and parses it into a series of individual events that can 
be viewed and searched. Splunk’s web interface can be used 
to analyze the data further. Splunk’s search language, lookups, 
macros, and sub searches reduce hours of tedium to seconds 
of simplicity; and its tags, saved searches, and dashboards 
offer both operational insights and collaborative vehicles.7 

Splunk workloads can vary in how much they focus on 
indexing or search activities. For example, some customer 
workloads focus on better ingestion rates and making 
more data available for indexing, instead of focusing on the 
number of queries that will run for searches. Other workloads 
are search-centric, where most of the work involves 
querying and reporting. For these workloads, the number 
of concurrent search users and search runtimes are more 
significant than ingestion rates.
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Splunk Enterprise is composed of indexers, search heads, 
and forwarders. The roles are briefly described below:

• Indexers are Splunk Enterprise instances that index data, 
transform raw data into events, and place the results into 
an index. Indexes are stored in mutually exclusive and 
jointly exhaustive partitions. Indexers also search the 
indexed data in response to search requests.

• Search heads form the interface to the user; this is where 
searches can be spawned, and responses are aggregated 
and visualized. Search heads service users’ interactive 
search requests and execute scheduled reports and alerts.

• Forwarders run in production end nodes and collect, 
forward, and load balance the data to the indexing tier. The 
forwarders shard the data before sending it to the indexer.

In most customer environments, there are several 
concurrent users writing searches and running reports in 
Splunk Enterprise. Concurrent users pose an additional 
layer of complexity for workload management. The factors 
controlling the number of concurrent searches are typically 
tied to available hardware resources such as core speed, 
core count, and available memory. Although it may seem a 
bit counterintuitive, having more cores is not always going 
to allow more concurrent searches. Instead, core speed is 
often a more important factor. For example, if 100 similar 
queries are waiting to run sequentially, and the server’s 
cores operate 25 percent faster than a slower system, then 
it is potentially possible to run 25 more queries (of equal 
size) in the same amount of time.

Splunk and Containers
Containers offer several advantages over traditional VMs:
• Quick spin-up/spin-down
• Protection against noisy neighbors that consume more than 

their share of compute, storage, and network resources
• Excellent scalability
• Compatibility with cloud-native platform design principles 

With containers, Splunk deployments can be modular, portable, 
and standardized Splunk now offers the Splunk Operator 
for Kubernetes, which simplifies container deployment and 
management and marries the rich functionality that Splunk 
Enterprise offers with the user-friendliness and production-
readiness of container-native software.

About Splunk
Splunk helps organizations ask questions, get 
answers, take actions, and achieve business outcomes 
from their data. Organizations use Splunk solutions 
with machine learning to monitor, investigate, and 
act on all forms of business, IT, security, and IoT data. 
Splunk, headquartered in San Francisco, was founded 
in 2003. Splunk has been named a market leader in IT 
operations analytics by IDC for six consecutive years.8

Results 
The following sections describe our benchmarking efforts 
and the results that they revealed. Overall, the results show 
that an Intel architecture-based containerized Splunk 
platform is highly scalable, and that upgrading to the latest 
generation of Intel Xeon Scalable processor can substantially 
improve ingestion rate, number of concurrent searches, and 
scalability—whether you’re running Splunk in a containerized 
environment or on bare metal.

To measure the indexing and search performance, we used 
the following test metrics:
• Search runtime
• Ingestion rate
• Number of concurrent searches

Containerized Splunk Platforms Are Highly Scalable 
We tested the scalability of the 3rd Gen containerized 
platform. Starting with five indexers and three search heads, 
we gradually scaled the system to 25 indexers and 15 search 
heads. As Figure 2 illustrates, containers enable scaling of 
indexers and/or search heads, providing organizations with 
a better use of hardware resources while increasing data 
throughput and/or search performance. The test system 
delivered up to 4.8x higher data ingestion and up to 5.1x 
more searches per host when more indexers and search 
heads were available.9
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Figure 2. Deployment of containers enables linear scaling 
of indexers and search heads per host, increasing data 
throughput and successful searches without increasing 
hardware resources.
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Containerized Splunk Platforms Run Better on the 
Latest  Intel® Hardware
Running Splunk in a container offers many advantages 
like agility and scalability. A containerized Splunk indexing 
workload using 3rd Gen Intel Xeon Scalable processors 
delivers much faster (up to 58 percent) indexing throughput, 
compared to a similar workload using 2nd Gen Intel Xeon 
processors9 (see Figure 3). At the same time, CPU utilization 
decreased from 94 percent for the 2nd Gen platform to 
82 percent for the 3rd Gen platform, freeing up compute 
resources for more work. 
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Figure 3. Containerized Splunk workloads based on 3rd 
Gen Intel® Xeon® Scalable processors outperform previous-
generation processors.

Bare-Metal Splunk Platforms Also Benefit from the 
Latest Intel® Processors
Our five-node Splunk cluster has three indexers, two search 
heads, and 10 forwarders, with 3x replication.  We ran 
separate tests for indexing-intensive and search-intensive 
workloads. We used the average of three iterations to 
determine the results.

• For the indexing-intensive use case, we used 5 TB/day 
indexing per indexer and 25 searches per minute, looking at 
every 10th event indexed in the last minute (i.e., we set the 
Search String parameter to “every10 earliest=-1m” ).

• For the search-intensive use case, we used 1 TB/day 
indexing per indexer and 15 searches per minute, looking at 
all events indexed in the last minute (i.e., we set the Search 
String parameter to “every1 earliest=-1m” ). 

Figure 4 shows the results of our bare-metal, gen-over-gen 
testing. For both indexing-intensive and search-intensive 
workloads, Intel 3rd Generation Xeon Scalable processors 
outperform 2nd Gen Xeon Scalable processors. Specifically, 
for indexing-intensive (medium search) workloads, the 
latest-generation processor provided up to 27 percent 
better performance. For search-intensive (medium indexing) 
workloads, the latest-generation processor provided up to 
61 percent better performance.9

Note that indexing-intensive workload performance correlates 
directly to the number of cores available. The more cores, the 
better the performance. However, search-intensive workloads 
are sensitive to both the number of cores and the core frequency. 
That is why our results showed better performance with only 32 
of the processor’s 36 cores active. Using Intel® Speed Select 
Technology to disable a few cores enabled us to increase the 
overall frequency and delivered optimal search performance.
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Figure 4. For both indexing-intensive and search-intensive 
Splunk workloads, 3rd Gen Intel® Xeon® Scalable processors 
outperform the previous-generation processor. 

Speed Up Parallel Reduce Searches 
with 3rd Gen Intel® Xeon® Scalable 
Processors
Data that includes extremely large numbers of unique 
field values (such as user IDs, session IDs, and telephone 
numbers) can slow down searches. For this type of data, 
using a parallel reduce search can be useful. When you 
run a parallel reduce search job, the Splunk platform 
puts indexers into service as intermediate reducers. 
In our gen-over-gen testing, Splunk parallel reduce 
search performance using Intel 3rd Gen Xeon Scalable 
processors provided up to 48 percent faster searches 
than Intel 2nd Gen Xeon Scalable processors.9
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Typical Use Cases
The Splunk Data-to-Everything Platform provides powerful 
capabilities for storing, organizing, analyzing, and gaining 
insights from a welter of data sources. Splunk’s platform 
helps organizations to address critical use cases, such as:

Infrastructure and IT Services
Splunk provides real-time monitoring, proactive alerting, and 
visibility into the health of infrastructure and services, to help 
prevent downtime.

Security and Compliance
Splunk speeds security investigations through real-time 
monitoring, historical analysis, and visualization of massive 
datasets. Security teams can perform comprehensive incident 
investigations and create ad hoc reports in minutes. Common 
security use cases include fraud analytics and detection, insider 
threat, incident investigation and forensics, advanced threat 
detection, incident response, compliance, data privacy, and 
automation and orchestration of a security operations center.

Application Delivery
Splunk offers real-time visibility across the application 
stack, with end-to-end views into application performance, 
transactions, and user activity. IT can quickly deliver releases 
and optimize application quality, performance, and costs.

Business Analytics
Splunk opens a window into complex business processes, 
customer behavior, product usage, and digital marketing 
campaigns. Businesses seeking to drive more revenue 
through their websites or mobile apps can gain timely and 
relevant business insights.

IoT and Industrial Data
Splunk provides the ability to monitor operations, analyze 
usage, and integrate insights into an end-to-end view of 
business operations by using data generated by connected 
devices, control systems, sensors, SCADA systems, and more.

Learn More
• Intel and Splunk Container-Ready Solution Snapshot
• 3rd Gen Intel® Xeon® Scalable processors
• Splunk Data-to-Everything Platform
• Splunk Kubernetes Operator

Find the solution that is right for your organization. 
Contact your Intel representative.

Intel® Optane™ Technology Offers 
Opportunity to Further Improve 
Indexing and Search Performance
Revolutionary Intel® Optane™ SSDs provide high 
throughput for data caching and low latency for rapid 
responses under load. With high endurance and 
predictably fast service along with their outstanding 
performance, these SSDs help eliminate bottlenecks 
on Splunk search heads. 

Intel® Optane® SSD DC P5800X with next-generation 
Intel Optane storage media and advanced controller 
delivers “no-compromises” I/O performance—read 
or write. It also has high endurance, which provides 
unprecedented value over legacy storage in the 
accelerated world of intelligent data. Intel Optane 
SSD DC P5800X delivers 3x greater random 4K mixed 
read/write IOPS and 67 percent higher endurance, 
compared to the previous-generation Intel Optane 
SSD DC P4800X, which uses PCIe gen 3.10
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