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Using AI to Help Infer Eye Diseases
from Fundus Photographs
Teikyo University Hospital used the Intel® Distribution of OpenVINO™ toolkit
to run recognition image processing on a PC, enabling doctors to infer disease
from fundus photographs that capture the rear of the eye.
Teikyo University Hospital undertaking a shift to advanced IT
Teikyo University, a regional flagship hospital with strong ties to other nearby
medical institutions, was founded in 1966 to provide human resource development,
cutting-edge medical research, and advanced medical care. With a patient-centric
philosophy, the hospital has been designated as an advanced treatment hospital,
regional cancer treatment core hospital, Tokyo disaster base hospital, and advanced
critical care center. One feature of the university hospital is its proactive initiatives
with respect to IT, led by Professor Tomohiro Sawa at the Teikyo University Medical
and Information Systems Research Center. Originally a specialist in anesthesiology,
in 2015 Professor Sawa became certified as a specialist in medical information
science. Currently, he is promoting the introduction of IT at the hospital while
teaching the anesthesiology course at the Teikyo University School of Medicine.
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Professor Sawa explains that the hospital started implementing deep learning in
2017: “Professor Tetsuya Sakamoto, who is the hospital superintendent, had an
interest in AI, and I was also approached by Professor Tamio Teramoto, who is
the head of the Clinical Research Center. We started the investigation by focusing
on natural language analysis of electronic medical records and the recognition
processing of medical imaging.”
As part of this investigation, Professor Sawa and his colleagues built an
evaluation system to evaluate the possibilities of deep learning. “With the
cooperation of engineers who we work with on a daily basis, we built a system
that can run TensorFlow from the command line on Linux. However, because this
was the first time we tried to do something like this, it took a month and a half
before it ran as expected.”
Fundus photographs, or photographs of the rear of an eye, were selected as
the evaluation target. The reason for this choice is that fundus photographs are
more homogenous in size and shape than chest X-ray images, which have a lot of
individual variation, and there was comparatively more deep learning research on
fundus photographs at the time.
Professor Sawa’s team used the internet to gather normal fundus photographs as well
as those of macular degeneration, in which objects appear to be warped, to train and
create an inference model. According to Professor Sawa, “When we tentatively tested
an image of a reddish-looking full moon, which looks somewhat similar to the human
eye, the system determined with 100 percent probability that it was not an image
of a human eye. This let us know that we had obtained a certain level of recognition
performance and made us feel that we were onto something interesting.”
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However, the initial system was command line-based and not
easy to use. In addition, it took about 20 minutes to learn from
as many as a hundred images, and running the iterations to
figure out the weighting of the neural network required up to a
full day.
In an effort to improve the process, the team updated their
system. They continued to use the TensorFlow deep learning
framework but adopted the Keras deep learning library and
Python programming language. In addition, the team used
Amazon Web Services (AWS) GPU instances in order to
increase the DL performance. The decision was made to use
fundus photographs obtained through actual clinical practice
for the images, and Inouye Eye Hospital (Chiyoda-ku, Tokyo)
and Shinkokai Medical Corporation (Kawasaki, Kanagawa
Prefecture) joined the official research project.
The first issue in the system evaluation process was
the recognition accuracy. Head of the Department of
Ophthalmology, Professor Atsushi Mizota, explained the
project as follows: “As a comparatively easy-to-distinguish
example, we trained the system with 200 normal fundus
photographs and 200 fundus photographs from glaucoma
patients. However, the system also appeared to pay attention
to areas that we ophthalmologists would not look at, and
we were unable to obtain the expected recognition results
at first. When we investigated the cause, we discovered that
differences in retinal coloring due to nearsightedness and
other refractive errors were affecting the system. We were able
to obtain good results by training the system only on the green
(G) component through the RGB decomposition.” In addition
to the RGB decomposition, the team also applied rotated
images as learning data in what is called “data augmentation”
to improve the accuracy of the inference model.
One additional issue with enabling recognition was usability.
As Professor Sawa explained, “In order to enable eye doctors
to use the system, it was important that they do not have
to be aware of the cloud or Python. In other words, even if
the learning was performed in the cloud, it was necessary to
enable the recognition processing to run on the local PC used
by each physician while also preparing an easy-to-understand
interface that would let them assess the results.”
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Fundus photographs are processed for publication.

In order for Professor Mizota and other eye doctors to take
advantage of deep learning image recognition for fundus
photography, it was necessary for them to easily verify the
results on the PCs that they used every day. Accordingly,
Professor Sawa introduced the Intel® Distribution of
OpenVINO™ toolkit to the solution. The toolkit is used to
deploy inference models developed with TensorFlow and
other frameworks on Intel® platforms and is compatible with
Microsoft Windows, Linux, and macOS.
Professor Sawa explained, “For doctors working on the front
lines, it was important for them to be able to use the system on
a PC that they are familiar with. When we were thinking about
how to make the system simpler to use, Intel released the
OpenVINO toolkit, and we immediately decided to introduce
it.” Professor Sawa’s team decided to use the browser as the
user interface and had a web application engineer write the
screen display program in C#. The program that calls the
inference model output was created by Professor Sawa.
The screen is shown in Figure 1. It was implemented using
VGG16 (left) and ResNet50 (right), two neural network models
broadly used in image recognition, to display the fundus
images supplied to the system and colored according to the
probability of glaucoma. The team obtained a better result
with ResNet50 in terms of recognition accuracy.
Professor Sawa explains, “It is important that deep learning be
something that is not only for IT engineers and data scientists, but
also something that even regular people can use. I feel that the
Intel Distribution of OpenVINO toolkit, which achieves inference
processing on a PC, is a tool that is the first step toward the
practical application of deep learning. At the time of introduction, I
was a little bit worried about the Python environmental variables,
but the installer was helpful, and there were no compatibility
problems with TensorFlow and other tools.”
As a user, Professor Mizota commented, “I feel that being able
to run recognition processing on my own PC without accessing
a GPU environment made the system easier to use. Going
forward, I expect that a cutoff point will be established for
recognition results, and the patient will be recommended to
undergo additional screening if symptoms are suspected, etc.”
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Fundus image interpretation result based on Deep Learning (VGG16, ResNet50) using the OpenVINO™ Toolkit. VGG16 and ResNet50 sometimes provide different results even for the same fundus image. (According to joint research
with Professor Atsushi Misoda, Head of the Department of Ophthalmology at Teikyo University)

Figure 1. Running inference processing on a PC using the Intel® Distribution of OpenVINO™ toolkit and displaying the results in a browser.
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“The system analyzed the fundus images extremely fast. It took only about 20 seconds for 100 fundus images.
The system also delivered clinically validated, reproducible results with high sensitivity and specificity.”
— Professor Atsushi Mizota, Head of ophthalmology, Department head, Teikyo University

The future of intelligent medical care with AI
As discussed above, the hospital trained the deep learning
model in the cloud and built an inference (recognition)
environment that runs on a local PC with the Intel
Distribution of OpenVINO toolkit (Figure 2). Professor
Sawa described the potential for future enhancements: “It
is possible to think of a way to recognize and categorize
multiple symptoms, including glaucoma and macular
degeneration, with just one inference model. However, I think
that it is difficult to balance generalized use with improving
the recognition accuracy of specific diseases. Instead, I
think that it would be better to prepare multiple inference
models according to specific diseases such as a glaucoma
assessment system or a macular degeneration assessment
system and provide the patient’s fundus photographs to each
system to increase recognition accuracy.”
Under the current situation, a sufficient level of recognition
performance can be achieved on a PC. However, it is
conceivable that running multiple inference models in parallel
may result in a performance bottleneck. In response, Sawa

is considering evaluating the Intel® Neural Compute Stick 2
equipped with an Intel® Movidius™ Myriad™ X vision processing
unit (VPU), to accelerate inference processing via insertion of a
USB stick.
Sawa is also considering the application of AI to clinical
practice, including integration with the electronic medical
records (EMR) system. Currently, AI is starting to be applied in
the medical field for the purpose of analyzing medical chart
information based on natural language processing in addition
to various diagnostic aids using image recognition.
As demonstrated by Sawa and his team at Teikyo University
Hospital, Intel® technology enables a solid foundation for
artificial intelligence that pairs with a flexible edge-to-cloud
portfolio to meet present and future workload demands.
To learn more about Intel® AI solutions for health and life
sciences, visit: intel.com/content/www/us/en/healthcare-it/
artificial-intelligence.
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Figure 2. Fundus photograph utilization model.
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